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NYU is home to several high 
performance computing 
(HPC) clusters and high-

speed networks supporting NYU 
researchers with significant com-
putational requirements. Among 
these resources is the NYU General 
Cluster, which started full produc-
tion in April 2008. Over the past 
year, researchers have run more 
than one million computational 
analyses using this cluster. Their 
works include studies of arctic ice 
formations, brain electrical activity, 
stock market participation and risk 
aversion, as well as the evolution of 
galaxies and dark matter.  

Along with this new research, 
some intriguing computational 
tools have been added to the clus-
ter’s “toolbox” (see A Toolbox 
Supporting a Range of Research 
Applications, p. 16). This has also 
been a year of intense collabora-
tion between departments and ITS 
high performance computational 
services. NYU researchers from the 
Center for Neural Science and the 
Department of Economics have 
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emerged as significant cluster and 
data users. 

More than the provisioning of 
compute cycles for these depart-
ments, the management of gen-
eral data growth has proved to 
be a compelling challenge for 
researchers and ITS technical staff 
alike. NYU is not unique in trying 
to find answers to this national 
trend. ITS has been working closely 
with departments and researchers 
to resolve hosting, networking and 
storage issues related to the move-
ment of significant amounts of 
data to computational resources 
and archives. (A related article, 
Big Data, is on p. 17.) To date, for 
example, researchers have accumu-
lated 59 terabytes (TB) of data on 
the NYU General Cluster, out of a 
total of 74TB available. 

The following is just a sampler 
of projects for which this HPC 
resource is being used, with descrip-
tions provided by the researchers. 
Additional projects will be featured 
in the next issue of Connect.

Galaxies & Dark Matter Evolution
LasDamas (lss.phy.vanderbilt.edu/lasdamas) 
is an international collaboration among 
researchers from Vanderbilt University, the 
University of Washington, the Max Planck 
Institute of Astronomy, Stanford University 
— and Roman Scoccimarro of NYU’s 
Center for Cosmology and Particle Physics 
(FAS). Professor Scoccimarro’s interest is in 
theoretical cosmology, large scale structure 
of the universe, gravitational clustering, and 
primordial fluctuations. 

A dark matter halo distribution in the 
LasDamas simulations, showing the com-
putational volumes to scale. Smaller boxes 
allow much higher spatial resolution, to 
understand faint galaxies, whereas larger 
boxes are designed to study luminous 
galaxies and cover a large fraction of the 
observable universe.

Dark Matter continues on p.16 >>

Research



Connect: Information Technology at NYU  •  Spring/Summer 200912

Household Investment Behavior
Roine Vestman is completing his Ph.D. at the Department of Economics (FAS) under the supervision of Professor 
Thomas J. Sargent.  His research interest is in macroeconomics and household finance. “This dissertation project,” 
he writes, “uses a dataset with detailed wealth information on a sample of Swedish households, as well as socio-de-
mographic information on these households, to document households’ investment behavior as a function of house 
ownership and other characteristics. The observed investment behavior is compared with the predictions of a state-
of-the-art portfolio choice model.

“The purpose is to understand households’ financial choices, by taking into account important factors, such 
as the household’s housing situation. Housing wealth is, for most house owners, a large part of total wealth. For 

renters, housing consumption is a large part 
of total consumption. So, it’s important to 
incorporate housing in the model, although 
that makes it more complex.”   §

In the portfolio choice model, the 
household chooses whether to rent or 
own its home, as well as the size of the 
home. Simultaneously, the household 
makes a financial savings decision. 
Of particular interest is the choice of 
the allocation between safe and risky 
financial assets, the equity share, and 
how this decision interacts with the 
housing decision (bottom left panel). 
The model is solved using dynamic 
programming methods in FORTRAN.

Counterclockwise, from lower left:  
(a) The resolution of very steep gradients 

as the polymer stress becomes singular 
exponentially in time; the next step  

has been to analyze the stability  
of steady states in the problem. 

(b) The polymer stress at t=2000  
after the onset of a symmetry breaking 

transition in the flow. 
(c) & (d) Particle tracers in the fluid;  

they start out separated into four 
quadrants and over time  

((c) t=500) and ((d) t=2000)  
become highly mixed by the flow.

a
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Viscoelastic Fluid Models
Becca Thomases is an Assistant Professor of Mathematics at the University of California at Davis whose research 
focuses on analysis and computations of nonlinear partial differential equations (PDE) arising from physical systems. 
She and NYU Professor Michael Shelley (Mathematics and Neural Science, CIMS) have been using the cluster to 
work on simulations of viscoelastic fluid models in two- and three-space dimensions. Viscoelastic fluids are relevant 
to the study of biological fluids, as well as in industrial applications such as the manufacture of petrochemical lubri-
cants and plastics.

“With the aid of Estarose Wolfson, also of CIMS, we have parallelized our pseudo-spectral code to run on mul-
tiple processors. The cluster’s high level of computational power enables us to get a very high degree of accuracy in 
our simulations. In two spatial dimensions, the cluster is used to obtain accuracy with n=40962 grid cell points and 
time steps of .00015. A total of 65,536 particle points are updated at every time step.”   §



Spring/Summer 2009 • Connect: Information Technology at NYU 13

Oxygen Pathways in Myoglobin
The potential of mean force for CO diffusion in myoglobin from the single-sweep method.
As part of an international research group, Luca Maragliano — currently a postdoctoral researcher at the Department 
of Biochemistry and Molecular Biology, University of Chicago — and NYU Professor Eric Vanden-Eijnden of 
the Department of Mathematics (CIMS), have recently developed “a method to compute from simulations a 
three-dimensional free energy landscape for a dissociated ligand inside Myoglobin. Once the map is available, the 
paths for ligand migration are identified as minimum free energy paths on it. The basic idea of our method is to 
interpolate the free energy using a set of values of its derivatives, computed at different locations. Such calculations 
are independent from each other and hence are distributed on different cluster nodes.  

“Myoglobin is the first protein whose atomic structure was revealed by X-rays. It binds molecular oxygen (O2) at 
a reaction center in its interior, keeping it available for use by muscles, or oxygen compounds as CO. The binding 
site is buried in the protein inside, and no clear path to it can be observed by looking at the molecular surface. 
Indeed, finding the pathways of ligand entrance and exit in Myoglobin is one of the oldest problems in molecular 
biophysics.”   §

Above, two isosurfaces of the three dimensional free energy map for ligand migration in Myoglobin (red 2kcal/
mol, transparent 7kcal/mol), superimposed on a representation of Myoglobin’s molecular structure. Yellow lines 

represent minimum free energy paths connecting the binding site to the solvent, and passing through protein 
internal cavities. White spheres are saddle points along these paths. To obtain this map, about 250 independent 

calculations of 40 hours of wall-clock time each were performed using the cluster.
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Arctic Shelf Systems’ 
Behaviors
Tasha Reddy, Ph.D., is a postdoc-
toral fellow at NYU’s Center for 
Atmospheric and Ocean Science 
(CIMS). Her research involves 
studying Antarctic and Arctic 
open water ecosystems and sea ice 
using a combination of numerical 
modeling, satellite remote sensing, 
and field studies.

“The multi-year ice pack that 
covers the central Arctic Ocean has 
thinned from 3.1 m in the 1960’s 
to 1.8 m in the 1990’s. Over this 
time period, the long-term areal 
extent of sea ice has decreased 
by 14%. Although these changes 
could represent a component in a 
natural cycle, this trend could also 
harbinger the ‘meltdown’ of the 
Arctic in response to anthropogenic 
climate warming. 

“In recent years, two major 
observational programs have been 
launched and have garnished sig-
nificant physical, geochemical, and 
biological data over specific Arctic 
shelves. The successful Shelf-Basin 
Interaction (SBI) project over the 
Alaskan Shelf and Canadian Arctic 
Shelf Exchange Study (CASES) 
over the Mackenzie shelf represent 

Observed winter (A) and summer (B) ice cover concentrations  
over the Arctic compared to modeled winter (C) and summer (D) 

 ice concentrations. (Dark grey shows land mass,  
and colors show percent ice concentration.)

Comparing Entrepreneurs’  
& Wage Workers’ Earnings
Chloe Tergiman is a graduate of MIT and a current student at NYU’s 
Department of Economics (FAS). Her research interest is entrepreneurship 
and political economics, and her academic advisors are Professors Guillaume 
Frechette and Boyan Jovanovic. 

“If we focus on the earnings of the median entrepreneur and compare 
it with the earnings of the median wageworker, data show that the median 
entrepreneur fares less well than his wageworker counterpart. This is true for 
any level of tenure, and the difference in their earnings increases with time. 
In other words, if we take an individual who has been an entrepreneur for 10 
years say, and compare his earnings with the earnings of a worker who has 
worked for 10 years, the entrepreneur makes less money. After 10 years of tenure, this difference can reach 30%. 
This raises a significant puzzle: if the returns to entrepreneurship are so low, why are there so many entrepreneurs? 

“The mathematical problems involved are all non-linear constrained optimizations with no closed form solu-
tions. Further, because I chose to endogenize all the ‘economic variables,’ I needed to write code that could easily 
handle symbolic calculations. Mathematica (www.wolfram.com) was perfectly suited. I am currently expanding my 
model to a multi-sector economy (with different goods being produced by different entrepreneurs), thus expanding 
my computing needs.”   §

a major step forward in quality and 
quantity of observational data upon 
which a model of the present and 
future behavior of the Arctic shelf 
systems can be constructed. 

“The purpose of this project 
is to construct a robust, coupled 
physical and biological model of 

the Alaskan and Mackenzie shelf 
ecosystems and their interaction 
with the Arctic basin, based on the 
observational data sets of the SBI 
and CASES programs.”   §
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Predicting Ice Sheet 
Instability
Daniel Goldberg, a Ph.D. student 
at NYU’s Center for Atmosphere 
Ocean Science (CAOS, CIMS), 
is studying the dynamics of 
Antarctic ice shelves and fast-
moving ice streams, using math-
ematical and numerical modeling, 
under the supervison of his advisor, 
CAOS Director David Holland 
(Department of Mathematics, 
CIMS).  He writes:

“The West Antarctic Ice Sheet is 
a marine ice sheet, meaning that its 
base is below sea level. As such, there 
are strong interactions between the 
ice sheet’s streams and their floating 
ice shelves. This implies that fac-
tors affecting ice shelves, such as 
ocean melting and the breaking off 
of large pieces of shelves, can feed 
back on the ice sheet’s dynamics. 
The boundary between grounded 
and floating ice, also referred to 
as the grounding line, can change 
due to mass flux imbalances, which 
in turn can modify the flow of the 
streams. 

“Using the deal.II software 
library (dealii.org), I have developed 
a model that makes use of the finite 
element and finite volume methods 
to solve the time-dependent Shelfy-
Stream approximation to the gov-
erning glaciological equations.1 
Running this model on the cluster 
and using up to 16 CPUs simulta-
neously, I have carried out experi-
ments to determine how both ice 
shelf buttressing and ice rises affect 
the instability to collapse predicted 
for an ice sheet on a foredeepened 
bed — that is, a bed that deepens 
moving inland.”   §

1 MacAyeal, D.R. Large-scale flow 
over a viscous basal sediment: 
Theory and application to Ice Stream 
B, Antarctica. Journal of Geophysical 
Research, 1989, 94, 4071-4088. 

Seaward velocity after 1,000 years (simulated time)

Marine ice sheet with initially partly grounded shelf (ice rise). The sheet is 
cut away to reveal the seamount.
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A Toolbox Supporting a Range of  
Research Applications

Enhancing the NYU General Cluster’s “toolbox” are a number of intriguing computational tools added particularly to support 
research and instruction on the cluster over the past year. For example, a new compiler from Berkeley Labs, Unified Parallel C 
(UPC, upc.lbl.gov), was used for class instruction in parallel computing by Professors Marsha Berger and David Bindel (Com-
puter Science, CIMS). Luca Maragliano (p. 13) deployed a modified version of DLPROTEIN (www.sissa.it/cm/DLPROTEIN), a 
molecular dynamic software package for macromolecules. Roman Scoccimarro (p. 11) used Gadget II (www.mpa-garching.
mpg.de/gadget), a code for cosmological N-body/SPH simulations on massively parallel computers with distributed memory. 
Daniel Goldberg (p. 15) used mathematical libraries, deal.II, A Finite Element Differential Equations Analysis Library, and 
PETSc, Portable, Extensible Toolkit for Scientific Computation. Finally, one of the popular “new” tools has actually turned out 
to be FORTRAN! Roine Vestman (see p. 12) introduced the use of this venerable compiler to speed up his application, for-
merly scripted in Matlab. Here are a few of the other tools available on the cluster:

ROOT is a data processing framework from CERN, at the heart of the research on high-energy physics. Every day, thousands 
of physicists use ROOT applications to analyze their data or to perform simulations. root.cern.ch/drupal/faq

Migrate-n estimates effective population sizes and past migration rates between n populations, assuming a migration matrix 
model with asymmetric migration rates and different subpopulation sizes. popgen.sc.fsu.edu/Migrate-n.html

FMS, Flexible Modeling System, is a software framework for supporting the efficient development, construction, execution, 
and scientific interpretation of atmospheric, oceanic, and climate system models. www.gfdl.noaa.gov/fms

Unified Parallel C (UPC) is an extension of the C programming language designed for high performance computing on large-
scale parallel machines. The language provides a uniform programming model for both shared and distributed memory hard-
ware. upc.lbl.gov

EEGLAB is an interactive Matlab toolbox for processing continuous and event-related EEG, MEG and other electrophysi-
ological data incorporating independent component analysis (ICA), time/frequency analysis, artifact rejection, event-related 
statistics, and several useful modes of visualization of the averaged and single-trial data. sccn.ucsd.edu/eeglab

Structure is a free software package for using multi-locus genotype data to investigate population structure. Its uses include 
inferring the presence of distinct populations, assigning individuals to populations, studying hybrid zones, and identifying 
migrants and admixed individuals. pritch.bsd.uchicago.edu/structure.html

Rmpi is a package for R, a free software environment for statistical computing and graphics. It is an interface to MPI (Message-
Passing Interface), a standardized and portable message-passing system designed to function on a wide variety of parallel 
computers.

Further Information About the Cluster
The NYU General Cluster offers 2.656 terabytes of combined memory, large-scale storage options, and a theoretical peak 
performance of 10.5 Teraflops; measured performance peaked at 8.418 Teraflops. The cluster consists of 140 compute 
nodes and two interactive login nodes, with a total CPU core count of 1120. Each compute node contains two Xeon Intel 
Quad-Core 64-bit processors, running at 2.33GHz. The cluster accommodates low-latency parallel runs via nodes that are 
connected with an Infiniband 4xDDR network from Cisco Systems, Inc. 

Reservations for node segments, class use, special projects, and deadlines are available. For additional details, or for 
information on accessing the NYU General Cluster, please send email to hpc@nyu.edu.

Professor Scoccimarro writes, “Large Suite of Dark Matter Simulations (LasDamas) is a project to run a large suite of 
cosmological N-body simulations that follow the evolution of dark matter in the universe. The project’s focus is to obtain 
adequate resolution in many large boxes, rather than a single realization at high resolution. 

“This will result in an enormous volume of data appropriate for statistical studies of galaxies and dark matter halos. We 
plan to study the clustering of halos as a function of mass and other properties, the internal density and velocity profiles 
of halos, their three-dimensional shapes, and their mass-accretion and merger histories. Quantifying these properties and 
their correlations with each other at high signal-to-noise will help improve halo models and will be invaluable for helping 
to understand the physics of galaxy formation.”   §

>> Dark Matter, continued from p.11


